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Abstract—Discrete Fourier transforms (DFT) and Haar
wavelets (DWT) were proposed for the use in time series data
mining over five years ago and have since proved to be popular
algorithms for the transformation and compression of time
dependent data, particularly for strawman comparisons to new

two, PAA is identical to a Haar Wavelet transformation [6].
Since we are compressing the signal and hence are not able
to take advantage of the multi-resolution nature of wavelets,
we refer to the transformation as PAA.

algorithms. The majority of the research using and comparing
these algorithms has involved query by content problems where
the goal is approximating Euclidean distance on the uncom-
pressed data. Hence, research into the relative merits of the two
algorithms has focused on the energy preserving characteristics,
and has concluded that their performance on time series data
mining is approximately equal, with any differences being purely
problem dependent. However, a wide class of time series data
mining tasks involve transformation and compression to find
patterns not detectable with the uncompressed data. In this
paper we compare the performance of DFT and DWT on tasks
where the performance on the compressed data is often better
than that with the whole data set. We demonstrate that DWT
performs consistently better at low compression rate whilst DFT
is more frequently better with a higher compression ratio. We
show this result is observable over a range of generating data
models then provide a justification for why the behaviour should
occur. Finally, we observe the pattern of performance in seven
real world time series classification problems'.
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I. INTRODUCTION

Time series data mining (TSDM) is the extraction of knowl-
edge from very large continuous time dependent data sets. The
growth in data storage capability has meant that TSDM has
become an increasingly important field of data mining. Two of
the key issues in TSDM are how to transform the data so that
patterns may be discovered and how to compress the data so
that data mining algorithms can feasibly be applied within rea-
sonable processing and memory constraints. The compression
algorithm is normally dependent on the transformation. A large
number of transformation and compression algorithms have
been proposed (for a review see [12]). One of the first papers
directly attributable to this field [1] proposed transforming
the series using a fast Fourier transform and compressing the
series by retaining the first f. Fourier coefficients. We refer
to this as simply DFT, although there are many other ways
of compressing the DFT signal. DFT has formed the basic
strawman algorithm for many newly proposed techniques. This
paper experimentally compares DFT to the simplest and fastest
alternative, Piecewise Constant Approximation (PAA) [13].
PAA simply involves averaging the series over intervals de-
termined by the required compression ratio. If n is a power of
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Our aim is to determine, without implementation or exper-
imental bias, which algorithm performs better for different
types of data. This issue has been addressed previously in
several papers [5], [16], [14]. However, there has been recent
evidence that many of the (often conflicting) conclusions from
these papers may be arrived at through unintentional imple-
mentation or data bias [12]. In addition, the comparison has
been restricted to performance on query problems where the
objective is to approximate Euclidean distance. In this paper
we conduct a thorough comparison of the two algorithms with
no implementation or data bias on problems where Euclidean
distance does not necessarily yield the best results.

Without considering the quality of the results, PAA has two
fundamental advantages over DFT. Firstly, for all compres-
sion ratios, PAA is an O(n) transformation whereas DFT is
an O(nlog(n)) transformation. Our experimentation indicates
that PAA is approximately 15log,(n) faster than DFT. Ob-
viously the constant factor is implementation dependent (Wu
et al [16] find the constant factor to be between 3 and 4).
Nevertheless, for series of length greater than 1000, PAA is
commonly two orders of magnitude faster than DFT. Secondly,
PAA can be performed on series of any length, whereas DFT
requires the length of the series to be a power of two (which
necessitates truncation or padding). Hence, we assume that
with no extra information it would be sensible to use PAA
as a first transformation, and we rephrase our research aim to
be to determine when it is worth paying the extra overhead
for using DFT. The primary contribution of this paper is
to identify a common pattern of performance in PAA and
DFT time series mining; at low compression ratios, PAA
does better than DFT but at high compression ratios DFT
outperforms PAA. The secondary contributions are that we
add new classification data sets to the time series archive and
provide benchmark results for these and existing time series
classification problems. Section II describes previous relevant
research, justifies why a further comparative study is of use
to the data mining community and provides a description
of how we have attempted to remove implementation bias
to provide a fair comparison for the two techniques. We
perform experiments on five kinds of simulated stationary data,
described in Section III, and seven real world data sets. The
results for classification problems are presented in Section I'V.
Conclusions are drawn in Section V.



II. BACKGROUND AND MOTIVATION

DFT were first used in the context of similarity search
in [1], whereas Haar wavelets (PAA) were proposed in [5]. A
frequently cited comparison of the two was conducted in [16].
All three papers are exclusively concerned with similarity
search to approximate Euclidean distance and perform exper-
iments on random walk data and stock market data. Agrawal
et al [1] generate a data set of random walks, then create a
query by perturbing a randomly selected walk with uniform
noise. Chan and Fu [5] compare PAA with DFT on stock data.
They create the query database by using sliding windows and
perform range and nearest neighbour queries. They conclude
that PAA outperforms DFT for query by content. Wu et al [16]
perform a comparison of PAA and DFT. They create a data
set from stock data using sliding windows. They conclude
that “the DFT-based and DWT-based techniques yield not
much different behaviour in the context of similarity search
in time-series databases”. More recently [14] compared the
energy retention and clustering of PAA and DFT for data sets
from [11]. However, the focus of this study is on different
compression algorithms (i.e. alternative ways of selecting DFT
coefficients to retain) and little is said on the relative merits
of transformation techniques.

These papers have made large contributions to the field
of data mining research. Nevertheless, based on recent re-
search [12] and for reasons described below, we feel that the
question of the relative merits of DFT and PAA for time series
data mining is still open. Firstly, comparisons have only been
conducted on random walk and stock market data. Secondly,
there have been no comparisons for data mining tasks other
than query by content. Query by content experiments generally
measure performance by the ability to approximate Euclidean
distance (by measuring the energy preserving characteristics
of the transformation or estimating the tightness of the lower
bound). However, when classifying or clustering we are often
interested in getting better results than with Euclidean distance
by transforming to mitigate against errors. Thirdly, the effect
of differing compression ratios on relative performance has
not been fully explored. Finally, different performance metrics
have been employed, but it has recently become accepted [12]
that the key metric for query experiments is the number of
disk accesses needed to find the correct solution.

These four reasons provide our justification for an ex-
ploration of the usefulness of PAA and DFT on different
types of stationary data for query by content, classification
and clustering at different compression ratios. Due to space
constraints, this paper only presents the results for classifi-
cation. As demonstrated in [12], the techniques will perform
differently on different types of data. We aim to identify the
general characteristics of data and the experimental settings
that will make one algorithm perform better than another.

In [12] it is also observed that previous studies may have
contained some unintentional implementation bias towards
either PAA or DFT caused by how the global mean is dealt
with. Since the first term of a DFT of a real valued series
equals the global mean (i.e. has zero complex value), DFT may
be biased against with a naive implementation that retains the

first coefficient. This will mean either one or two unnecessary
values will be stored (one value if the global mean is non-zero
or two if it is zero). Conversely, the simplest implementation
of PAA will bias against the technique if the global mean is
zero by retaining an unnecessary value.

To mitigate against these biases, we assume that all series
have been standardised to have zero mean (but not necessarily
unit variance). This means that the first complex fourier
coefficient can always be discarded. PAA can also exploit
the fact the series has zero mean; because the last constant
can always be recalculated when performing a linear scan of
the other values, an extra term can be stored and the interval
width decreased. So, for example, if we have a series of length
128 and a compression ratio of 32:1, DFT will retain the two
Fourier coefficients in positions 2 and 3, whereas PAA will
keep four values averaged over intervals of width 25.6, and the
fifth value can be calculated with little overhead after a scan
of the first four terms. The non-integer intervals are handled
by weighting the contribution of the partially included terms.
We measure similarity between series with Euclidean distance
for both algorithms.

III. DATA MODELS

We evaluate performance on four classes of simulated data,
designed to represent the range of possible stationary series
that may be encountered. The first class of model is low
frequency wave functions (low wave data). It is designed
to be optimal for the DFT approach. Low order Fourier
coefficients are randomly selected over a fixed range, then data
is generated by performing an inverse fast Fourier transform.
The second class of model is randomly sampled constants
of fixed intervals (sky line data). Sky line series differ in
the level of each interval, but not the position. PAA should
perform best on this kind of data. The third class of model
involves a fixed set of constants over different intervals, or
box functions. The height of each interval is the same (set
by the range parameter), but the starting positions differ. Box
functions are constant lines, which should favour PAA, but
they may overlap the PAA fixed intervals. Depending on their
position, Box functions may be well approximated by sine
waves, hence DFT may perform well. a priori we expected
the performance of PAA and DFT to be approximately equal
on box function data. An algorithm such as adaptive piecewise
constant approximation (APCA) [10] or clipping [3] would
perform optimally for this data. The fourth class of model is
higher frequency wave functions (high wave), and will produce
data that neither technique should perform well at, at least
when the compression ratio is above the wave frequency.
Retaining the largest DFT coefficients rather than the first
would be optimal for this data. An example of the four types
of data, without noise, is shown in Figure 1. The order of
the model defines the number of model variables included
(in terms of Fourier coefficients or constants) and the range
defines the possible observed values (or in the case of Box
Functions, the height of each box). The order parameter is
varied in experimentation to present problems of differing
complexity. The range parameter was set on an experiment by
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Fig. 1.

experiment basis to present a problem of varying complexity
(for example, for classification problems we generally wanted
a Euclidean distance accuracy of between 55% and 60%).
For each type of simulated data we define a class of model,
M, over the possible model values specified by the parameters
range and order. Models are then randomly sampled from
M, and data is observed from the selected models, with

An example of order 5 generated data without noise. From the top left the data classes are Low Wave, Sky Line, Box Function and High Wave.

The difference at high compression can partly be explained
by the fixed interval nature of PAA; when it fits a rela-
tively long line across the boundary of the model curves,
discrimination will obviously degrade. This effect is clearly
evident in Table I, where there is a dip in performance at
compression ratios of 64:1 for one coefficient and 128:1 with
two coefficients. If, for example, we optimise the compression
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