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Abstract

Reconfigurable supercomputing (RSC) combines pro-
grammable logic chips with high performance micro-
processors, all communicating over a high bandwidth,
low latency interconnection network. Reconfigurable
hardware has demonstrated an order of magnitude
speedup on compute-intensive kernels in science and
engineering. However, translating high level algo-
rithms to programmable hardware is a formidable bar-
rier to the use of these resources by scientific program-
mers . A library-based approach has been suggested, so
that the software application can call standard library
functions that have been optimized for hardware. The
potential benefits of this approach are evaluated on sev-
eral large scientific supercomputing applications. It is
found that hardware linear algebra libraries would be
of little benefit to the applications analyzed. To max-
imize performance of supercomputing applications on
RSC, it is necessary to identify kernels of high compu-
tational density that can be mapped to hardware, care-
fully partition software and hardware to reduce commu-
nications overhead, and optimize memory bandwidth on
the FPGAs. Two case studies that follow this approach
are summarized, and, based on experience with these
applications, directions for future reconfigurable super-
computing architectures are outlined.

1. Introduction

Reconfigurable supercomputing (RSC) puts the ex-
treme performance potential of programmable hard-
ware to work on computationally intensive algo-
rithms in science and engineering. Combining
high performance microprocessors, large Field Pro-
grammable Gate Arrays (FPGAs), and low latency, high
bandwidth interconnect, reconfigurable supercomputers
have demonstrated 10–100× acceleration on compute-

intensive scientific kernels, e.g. [1, 2]. Leading super-
computer vendors[3, 4, 5] offer machines that include
programmable logic, and new software tools are appear-
ing [6, 7] that compile high level languages to hardware.

While reconfigurable supercomputers offer the po-
tential to improve computational performance by orders
of magnitude, the programmable hardware approach to
high performance still presents significant obstacles to
overall acceleration of scientific and engineering appli-
cations. FPGAs operate at a clock speed one order of
magnitude slower than microprocessors. To overcome
this gap, hardware designs must take advantage of as
much parallelism as possible. However, these multi-
ple hundred thousand line programs are dominated by
64-bit floating point computation, which consumes too
much area and memory bandwidth on present-day FP-
GAs to be competitive with dedicated 64-bit floating
point units on microprocessors. Computation is ap-
plied to gigabyte memory arrays that can’t fit on current
FPGA boards, requiring the communication of large
blocks of data between software and hardware. The
computational “hot spots” must be located, and the code
partitioned between software and hardware, with the
kernel being re-written either in a Hardware Description
Language (HDL) or a C dialect that can be compiled to
hardware.

In this paper, we review the state of the art in re-
configurable computing systems and tools. We then an-
alyze a set of “grand challenge” scientific codes to as-
sess the prospects for their acceleration on RSC archi-
tectures. We show two case studies of scientific recon-
figurable supercomputing applications and define archi-
tectural enhancements that are needed in future recon-
figurable supercomputers.



2. Reconfigurable Supercomputing Archi-
tectures

The Single Program Multiple Data (SPMD) model
of parallel processing is widely used in scientific ap-
plications. In this model, an application is partitioned
among a collection of identical node programs that
communicate via message passing. This is a macro-
scopic form of parallelism at a coarse granularity. At
the other end of the spectrum, fine grained instruction
level parallelism is also well understood. This is the do-
main of vectorizing compilers, VLIW compilers, and
hand-microcoded library functions, in which instruc-
tions to co-processor function units are intermixed with
the sequential microprocessor instruction stream. Co-
processors share system clock and register files with the
microprocessor.

Reconfigurable supercomputing architectures rep-
resent an intermediate level of parallelism between task
and instruction level. These FPGA-based acceleration
engines operate asynchronously from their micropro-
cessor hosts. They are typically accessible from the
microprocessor via an I/O bus or interconnection net-
work. The FPGA modules usually consume signifi-
cantly lower power than a microprocessor and perform
best in data streaming applications such as multimedia
or network packet processing. The FPGA modules typ-
ically have a non-cached memory sub-system, and con-
current access to multiple memory banks is required to
achieve high performance at a low clock rate. Reconfig-
urable supercomputers thus combine large capacity pro-
grammable logic chips, high performance microproces-
sors, and low latency, high bandwidth interconnection
networks into computing clusters, as shown in Figure 1.

Reconfigurable supercomputers can execute appli-
cations that contain I/O and control-intensive portions,
which execute on the general purpose processors, and
compute/data-intensive portions, which execute on the
FPGAs. Figure 1 shows the most generic form of re-
configurable supercomputer in which the CPU nodes
and FPGA nodes are peers on the interconnection net-
work. Each sort of node includes local memory, inter-
face to other devices, and interface to the interconnec-
tion network. The SGI RASC architecture conforms
most closely to this configuration [4]. On the SGI ar-
chitecture, the programmable logic resource includes
FPGA, on-board memory, and a specialized ASIC, the
TIO chip, that communicates with SGI’s NUMAlink in-
terconnection network. FPGAs can communicate with
each other directly over NUMAlink. Communication
with CPUs is also over the same NUMAlink. In the
SGI architecture, the general purpose processor is an

Itanium 2, with its own NUMAlink interface chip, the
SHUB. SGI’s implementation is unique among recon-
figurable supercomputers in that it supports a coherent
shared address space across the entire NUMAlink net-
work.
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Figure 1. Generic Reconfigurable Supercom-
puter Architecture

The Cray XD1 architecture differs from the generic
reconfigurable supercomputer in that the FPGA mod-
ule communicates directly with an interconnect mod-
ule associated with a CPU. Thus, each FPGA module is
linked to a specific CPU, in contrast to the SGI, in which
FPGA resources are not associated with any particular
CPU. The Cray uses Opteron processors and has a pro-
prietary interconnection network based on hypertrans-
port (HT). FPGAs can be aggregated either directly us-
ing the on-chip Rapid I/O interconnect1 or through the
“RapidArray” hypertransport interconnect. The latter
requires that the CPUs associated with FPGAs manage
the communication, adding latency to the hypertrans-
port interconnect path. As shown in Figure 2, the FPGA
module on the XD1 board connects directly to the Rap-
idArray link of one of the dual socket Opterons.
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Figure 2. XD1 Processor Module

A recently announced architecture by AMD and
Xilinx reduces latency between CPU and FPGA by con-
necting an FPGA directly to the hypertransport bus of
an Opteron processor. This interconnect mechanism
should greatly reduce latency between CPU and FPGA
and could potentially increase realizable bandwidth.

1Although to date, firmware and software to support this feature
are not available.



Table 1. Reconfigurable Supercomputer Comparison

Product Proc Comm BW FPGA Memory Inter-FPGA

SRC 6 Xeon 2.8GB/s 2 V2-6K 24MB Chaining 4.8 GB/s
Cray XD1 Opteron 3.2GB/s V2Pro50 16MB RapidIO 3.125 GB/s
SGI RASC Itanium 2 6.4GB/s V2-6K 16MB NUMAlink (shared)

Another architectural alternative places the FPGA
in the memory subsystem of the general purpose com-
puter. This interconnect mechanism, used by SRC
Computer, attaches the FPGA module into the DIMM
slot of the processor (see Figure 3). The SRC MAPSta-
tion is a 2.8 GHz dual Intel Xeon microprocessor with
an attached FPGA board (the MAP processor). The
FPGA board connects to the Xeon via a “SNAP” In-
terface, which plugs directly into the DIMM slots on
the motherboard, giving an interconnect bandwidth of
1400MB/s each for input and output. SRC provides a
chaining option to allow multiple FPGAs to be aggre-
gated on a single task.
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Figure 3. SRC Overview diagram

The most extreme form of reconfigurable super-
computing architecture eliminates the high performance
microprocessor, creating large clusters of FPGAs that
include programmable logic and embedded micropro-
cessor on a single chip. This architecture was first de-
veloped by [8] for logic emulation. Starbridge Sys-
tems [9] offers up to 11 Virtex-II FPGAs and 36GB of
DRAM per board, and a research system, the Berke-
ley Emulation Engine [10, 11] has been built for wire-
less network component emulation. While these “sea of
gates” architectures are useful for emulation, they lack
the high speed serial computational resources required
for scientific supercomputing.

Table 1 summarizes the three commercially avail-
able (as of mid-2006) reconfigurable supercomputers.
The next generation architecture from SGI is the RASC
blade with 80MB SRAM or 20GB DRAM. The SRC 7
offers similar improvements in memory, I/O and clock
rate over SRC 6.

3. Tools

There is a great need for software development en-
vironments that encompass the FPGA acceleration re-
sources. Desired tools include profilers, performance
estimation tools, compilers, and debuggers that operate
seamlessly across software and hardware.

Unfortunately, the current state of the art is very
far removed from this vision. On the Cray XD1, most
system development is performed by first manually par-
titioning the software and hardware for the reconfig-
urable system. The FPGA design is written in an HDL
like VHDL or Verilog. This design is combined with
behavioral system cores that help simulate the entire
system operation. Once the system has been verified
in simulation, the design is then synthesized into a form
that can be used to program the FPGAs. With the FPGA
programmed, the software can then be integrated with
the FPGA hardware. Recently, compilers are emerg-
ing that can compile both software and hardware for the
XD1 [6].

The SRC development environment is more ad-
vanced than other reconfigurable supercomputers.
Carte, SRC’s Programming Environment, allows the
programmer to express FPGA designs in C or
FORTRAN. While the programmer is still responsible
for manually partitioning the design, the high-level lan-
guage algorithm descriptions can be automatically syn-
thesized into configuration bit streams for the FPGAs,
which somewhat reduces the design effort. Further, the
programmer can also write C or FORTRAN code to
transfer data between the MAP and the microprocessor.
Other compilers from C-like languages to FPGAs in-
clude Celoxica [7] and Mitrion-C (a dataflow language
in C syntax) [12]. Most of the compilers include high
level simulation, and the SGI software suite includes an
“FPGA-aware” debugger.

4. Exploiting Reconfigurable Supercom-
puters

The programmable logic, on-chip memory, and
dedicated arithmetic blocks on modern FPGAs of-



fer opportunities for increasing both coarse-grained
(application-level) and fine-grained (instruction-level)
parallelism. The spatial parallelism available on FPGAs
makes it possible to create arithmetic units and datap-
aths customized to individual statement sequences and
loops. The customized datapaths and pipelines can also
be replicated up to the capacity of the target device, of-
fering additional parallelism.

However, effectively exploiting the potential of
programmable logic for scientific applications can be
extremely challenging. Many of these codes contain
hundreds of thousands of lines of FORTRAN and have
specific requirements as to system software, support li-
braries, communications libraries, and data file formats.
It may be difficult to configure a reconfigurable super-
computer to even compile existing codes. Once com-
piled and running in the RSC software environment,
it can be difficult to find the right parts of the code to
translate to hardware. The capacity of FPGAs, though
increasing rapidly, is still relatively small, especially for
floating point computations, so the acceleration parts of
the code must be carefully chosen. Although improving
rapidly, the immaturity of high level tools makes hard-
ware implementation a time-consuming process. Early
adopters find that system integration issues consume
more time than hardware development, making it dif-
ficult to assess what benefit the hardware resources ac-
tually afford.

4.1. FPGA Math Libraries

In view of these challenges, several research groups
have suggested a library approach. Optimized hard-
ware implementations of common library functions are
created. Then, rather than modify the application it-
self, a new library wrapper layer is added to an exist-
ing library. When the application calls a library routine,
the hardware version of the routine, if available, is exe-
cuted. Thus the use of reconfigurable hardware is trans-
parent to the application developer. Hardware imple-
mentations of functions in linear algebra libraries have
been recently been built (e.g., [13, 14, 15]) and their
performance analyzed. Unfortunately, performance re-
sults show that with today’s FPGA architectures, sin-
gle precision floating point implementations of many
linear algebra routines are not appreciably faster than
high performance microprocessors, and further, when
the cost of communication is factored in, FPGA imple-
mentations are actually slower. Double precision float-
ing point is significantly slower than on a microproces-
sor. In a study of floating point FFT implementations on
FPGAs, it is postulated that future FPGA architectures

will be better suited to floating point computation [16].
However, this prediction depends on the doubling of
memory bandwidth with every new generation, which
is unrealistic to expect due to the high memory band-
width required by scientific application. In addition,
FFTs with 4096 or more inputs must be performed in
order to see performance benefit.

Let us assume for the moment that the combination
of improved FPGA architectures (perhaps with dedi-
cated floating point IP), optimized hardware libraries,
and lower latency, higher bandwidth communications
can be achieved, leading to a factor of 5 performance
advantage for the FPGA library routine. The 5× figure
is based on speculation that FPGAs in the future will
outperform microprocessors as predicted by [16]. What
does that factor of 5 mean in terms of overall speedup
of the scientific application?

Supercomputing benchmarks such as LINPACK
[17] heavily use linear algebra library routines. LIN-
PACK is a collection of subroutines coded in FOR-
TRAN that solve linear algebra and linear least squares
problems on various sorts of matrices. Our profiling
of LINPACK on a 2.2GHz Xeon (2GB memory, Intel
ifort 8.0 -O2) shows that nearly three quarters (74%) of
the execution time is spent in DGEMM, a double pre-
cision dense matrix multiply. Discounting communica-
tion costs, speeding up DGEMM by 5×would speed up
LINPACK by 2.45×. A 10× DGEMM speedup would
yield overall 2.99×. And this very respectable improve-
ment would be totally transparent to the application de-
veloper since it is encapsulated in the library routine.

LINPACK is of course a benchmark, and thus not
indicative of most scientific applications. To begin to
quantify the benefits of the library approach, we stud-
ied the performance profiles of four large, floating point
intensive, scientific supercomputing applications. The
Parallel Ocean Program (POP)[18] is an ocean circula-
tion model developed at Los Alamos and used in global
climate prediction. Two applications were obtained
from the NSF HPC Acquisition Benchmark Set [19],
part of the NSF petascale computing environments ini-
tiative [20]. The NSF benchmarks are used to charac-
terize system performance and include both system ar-
chitecture and application benchmarks. The GAMESS
and MILC benchmarks from the NSF suite were used
in this study. MILC is a set of codes for doing SU(3)
lattice gauge theory that runs on many MIMD parallel
machines currently available, and on various worksta-
tions [21]. GAMESS is a quantum chemistry code [22].
The samples we looked at specifically with GAMESS
were water-16.fmo2-{cc,dft,mp2,rhf} [23]. The final
code, GROMACS, is a well known open source molec-



0 1 2 3

Process #

0

10

20

30

40

50

60

70

80

%
 o

f T
im

e

MPI_Wait
scalar_mult_add_su3_matrix
su3_projector
mult_su3_nn
mult_adj_su3_mat_hwvec
scalar_mult_add_su3_vector
mult_su3_na
mult_su3_mat_hwvec

Figure 4. MILC Profile

ular dynamics package [24].
MILC, POP and GAMESS were profiled by using

TAU [25] to automatically instrument the routines. TAU
provides automatic instrumentation by inserting timer
calls at the start and end of a function; timers are started
at the beginning of a routine and stopped at any point
of return for the routine. The instrumented source then
gets compiled into the resulting object. The TAU con-
figuration used for these applications would give both
a total time spent in each routine, and call-path infor-
mation to show what execution path(s) caused what
amount of run time. The codes were run on a dual
socket 2.4 GHz Xeon (2GB memory, icc/icpc 8.0, ifort
9).

The MILC profile, using four processes, is shown
in Figure 4. The profile shows routines that use greater
than 4% of the run time. The average percent of time
spent in these routines (excluding time in MPI commu-
nications) is 55%. We assume that the software must
wait for the hardware to complete, but for the moment
omit communications costs for data arrays. We assume
all seven routines are mapped to hardware. These rou-
tines are BLAS level 2 and 3 (vector-matrix and matrix-
matrix operation). Using Amdahl’s law with a 5× es-
timated speedup, the maximum speedup for MILC is
1.83×. If a speedup of 8× were possible in the linear
algebra routines, the overall application speedup would
be at most 2×.

The POP profile is shown in Figure 5. POP shows
a much more challenging profile than MILC. The top
routine is a conjugate gradient solver (PCG) that uses an
average of 10.7% of the run time. The best that this code
can achieve, assuming zero time in the PCG is a 12%
speedup. Using a hardware library to do PCG would
have little impact on POP run time.

The GAMESS code was profiled in sequential
mode on four different input data files. Library routines
dxpy and dgmm (wrappers to DAXPY and DGEMM)
account for 10% of the run time or less, again pointing
to disappointing results for a library-based acceleration
approach.
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GROMACS profiling is summarized in Figure 7,
which shows gprof results on a Xeon from running
GROMACS in a palmitic acid simulation. This applica-
tion does not use linear algebra libraries at all. Instead,
the nonbonded force calculations are coded in SSE as-
sembly language (see inl3300sse and inl3330sse).

The above analysis did not consider communica-
tion costs. The FPGA modules of RSC systems func-
tion as attached processors rather than tightly coupled
co-processors. Therefore, data must be transferred
back and forth over the interconnection network be-
tween microprocessor and FPGAs. To better under-
stand the amount of data that must be transferred, calls
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to DGEMM in the GAMESS application were instru-
mented to keep track of matrix sizes being multiplied.
Figure 8 shows the results for the water-16.fmo2-cc in-
put data: the array sizes are clustered in the .5MB to
1.25MB range and there are many invocation (> 40,000
– 60,000). This suggests that using the FPGA will re-
quire many small data transfers, negating any acceler-
ation by the FPGA due to the required deep (high la-
tency) pipelines.
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4.2. Re-thinking Applications for RSC

The profile study indicates that many scientific ap-
plications cannot depend on standard libraries, in par-
ticular the basic linear algebra library, to gain bene-
fit from reconfigurable hardware, as a relatively small
amount of time is spent in the library functions. Only
one application (MILC) showed appreciable speedup.
Further, most of the applications profiled did not show
one, or even a couple of, small, computationally dense
kernels whose hand optimization into hardware would
yield significant speedup. Most of the routines with
greater than 20% time are large subroutines that dis-
tribute their time calling lots of other functions. This
is particularly the case in POP, where each routine takes
less than 10% of the overall run time.

In view of these results, it is likely that simple
approaches with minimal impact on existing scientific
code will not benefit from using reconfigurable super-
computers. It is not sufficient either to call hardware
versions of standard library function or to translate com-
putational kernels as written in existing scientific appli-
cations into hardware.

Successful reconfigurable supercomputing applica-
tions must be developed from “first principles.” This
methodology requires a re-thinking of the scientific
problem to be solved, careful partitioning between hard-
ware and software to maximize hardware task gran-
ularity and communication requirements. It may be

necessary to re-think numeric representations and data
structures. The successful application capitalizes on the
strengths of each resource – massive spatial parallelism
for the reconfigurable hardware, and fast execution of
control-flow-dominated code on the high performance
microprocessor.

5. Applications Examples

Our experience shows that performance benefit can
be gained with a combination of software and hardware
for some scientific supercomputing problems. In this
section we present two case studies of work in progress.
In each case, it has been necessary to profile and ana-
lyze an existing application, devise a partitioning strat-
egy that uses each resource to best advantage, create a
new hardware/software version of the application, and
then iterate with performance analysis and migration of
functionality to hardware.

5.1. Metropolitan road traffic simulation

Los Alamos National Laboratory, in conjunc-
tion with Sandia National Laboratory, hosts the Na-
tional Infrastructure Simulation and Analysis Center
(NISAC), which can analyze critical, inter-dependent
infrastructure elements and their potential vulnerabil-
ities. For example, NISAC applications can simulate
large metropolitan road networks, power grids, or even
epidemics. In this case study, a road network simulator,
part of the TRANSIMS [26] suite of tools, was mapped
to the Cray XD1 reconfigurable supercomputer. This
application has two characteristics that make it a good
candidate for RSC. First, the simulation is based on a
simple cellular automaton (CA) whose implementation
can exploit the spatial parallelism available on FPGAs,
Second, unlike most scientific simulation applications,
CA processing requires simple logic on small integer
data types.

TRANSIMS models the road network as a cellu-
lar automaton in which each cell simulates a 7.5 meter
section of road. At each simulation step, each cell has
a simple algorithm to determine whether it holds a car,
whether it should forward a car to another road cell or
should receive a car from another road cell. While the
decision procedure is quite simple for a single lane road,
it can become more complicated when there are mul-
tiple lanes, acceleration lanes, and intersections. Pro-
filing (see Figure 9) showed a potential for up to 5×
speedup if the lane change, velocity, and position up-
dates could be put in hardware. Since the intersection
logic is complicated, that module would best be done in
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software. However, due to memory limitations on the
current generation XD1 FPGA board, only the position
and velocity update of single straight lanes was put into
hardware, all other aspects of the simulation being per-
formed in software.

The hardware algorithm uses astreaming ap-
proach, whereby a road cell processing engine (PE)
reads cell state from a memory, updates the state and
writes it back to memory. The PE can be internally
pipelined, and multiple PEs can be instantiated on the
FPGA. The XD1 memory subsystem consists of 4 quad
data rate 64-bit memories of 4MB each (.5MW). The
state of a single straight lane can be represented in 32
bits, allowing 4M road cells to be stored. Portland has
6.6M road cells, so at most 61% of the work can be done
in hardware. Multiple lanes, intersections, and merging
nodes would require at least 64 bits of state, so that only
2M road cells could be processing. We chose not to
stream the road cells from the Opteron as the commu-
nication costs would dominate the time—a maximum
of 1.6MB/s can be sent from the Opteron. In contrast,
we can read at 3.2GB/s from each memory—12.8GB/s,
almost an order of magnitude more bandwidth than the
interconnection network port. The design has 8 process-
ing engines, with each group of 2 sharing a memory.

At each simulation step, the hardware sends cars
into road cells belonging to software and vice versa.
Therefore, at the end of a simulation step, there is a
brief communication between software and hardware to
update state. While the naive approach would have the
Opteron read data from the FPGA, this was found to be
prohibitively expensive on the Cray. The write is a fac-
tor of 200 faster than the read. Therefore, the hardware
writes cell state updates into Opteron memory and vice
versa.

Table 2 compares the processing rates for (i) the
raw FPGA without considering communication, (ii)
streaming algorithm with host reading back updated
state from FPGA memory, (iii) streaming algorithm
with FPGA writing back updated state to host memory,

and (iv) software only. This compares relative times to
process the single straight lanes. If results calculated
by the FPGA are read directly by the host, the speedup
is 4.5×. Pushing the results up to the host results in a
speedup of 34.4×.

Table 2. Comparison of Streaming including
Communication Costs

No comm. w/o Push Push 2.2GHz
V2p50 V2p50 V2p50 Opteron

Cells/sec 7.2×108 2.56×107 1.96×108 5.7×106

Speedup 126.3 4.5 34.4 1.0

Since hardware acceleration is limited to about
60% of the road cells due to memory limitations on
the current generation Cray XD1, the sequential part of
the execution dominates the overall run time. Measured
speedup on the Cray using this design is 22%. If all sin-
gle straight lanes of this data set could be processed in
hardware, the maximum speedup would be about 30%,
as shown in Figure 10. Our hardware design is capa-
ble of processing multiple lanes, and the goal with this
application is to migrate position and velocity update of
all road segments onto hardware, which will be possible
in the next generation of RSC.
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This case study shows that future reconfigurable
supercomputers must maximize memory bandwidth to
the FPGAs in the form of multiple parallel, deep mem-
ory banks. In this application, chaining of FPGAs
would also help improve speedup as additional FPGAs
could be applied to the problem without having to go
through the microprocessor.

5.2. Molecular dynamics simulation

Molecular dynamics (MD) simulations are used
in many different fields, from materials science to
nanoscience. MD simulates the motion of atoms in a
system over time. Given an initial position~r i(0) and
an initial velocity~vi(0) for each atomi, the simulation
computes the new position and velocity of each atom



in small (femtosecond) time increments to track the tra-
jectory of the system from time 0 to timet f , the final
simulation time.

In this work (see [27]), the velocity Verlet update
algorithm [28] is used:

1. calculatevi
(
t + ∆t

2

)
based onvi(t) and acceleration

ai(t);

2. calculater i (t +∆t) based onvi
(
t + ∆t

2

)
;

3. calculate ai (t +∆t) based on r i (t +∆t) and
r j (t +∆t) for all atomsj 6= i;

4. calculatevi (t +∆t) based onai (t +∆t).

The most compute-intensive step of the Verlet al-
gorithm is to calculate accelerations (step 3). To get
an atom’s acceleration, it is necessary to compute the
forces acting on the atom. The forces that act upon the
atoms in the simulation can be broken into two types:
bonded and nonbonded. Bonded forces—namely bond
stretch, angle bend, and dihedral torsion—only act be-
tween atoms that share bonds and thus are not usually
a bottleneck. Nonbonded forces, which include short-
range Lennard-Jones forces and long-range electrostatic
(Coulomb) forces, can act between any atoms in the
system and require more computational time. Conse-
quently, the calculation of nonbonded forces appears
promising for hardware acceleration. However, before
developing a hardware implementation for nonbonded
force calculation, we must determine how much benefit
doing so will provide for the complete application.

Our first step was to develop our own basic soft-
ware MD simulation program. This was required due to
the high degree of optimization for parallel processing
or cluster systems found is most existing MD simula-
tion packages (e.g. GROMACS). This also allows us
to focus on a basic MD simulation that could provide
meaningful scientific results.

In our simulation, all interactions are simulated
as atom-atom interactions, regardless of the type of
molecule of which the atoms are a part. Also,
only the shifted-force technique for long-range elec-
trostatic interactions is implemented rather than the
more accurate—but more complex—Ewald summation
or particle mesh Ewald techniques [29]. It is impor-
tant to note that we can include the more advanced
techniques in our software and incrementally port those
techniques to hardware.

Once written, we profiled the performance of our
simulation program on two real-word simulations. Ta-
ble 3 shows the result of this profiling. The palmitic acid
simulation simulates an acid that forms a one molecule
thick monolayer on water. This simulation has 52,558

Table 3. Profile of our software MD implemen-
tation for two simulations

% of Computation Time
Palmitic CheY

Task Acid Protein
Nonbonded Forces 75.15 74.09

Building Neighbor List 20.75 22.7
Dihedral Torsion Forces 2.14 1.50

Other 1.92 1.09

atoms and a time step of 2 fs was used. The CheY
Protein simulation simulates this protein in water. This
simulation has 32,932 atoms and a time step of 2 fs.

From the profile, it is clear that nonbonded force
calculation makes up the bulk of the simulation time.
Using Amdahl’s law, we see that accelerating non-
bonded force calculation can provide a maximum
speedup of 4× for the overall palmitic acid simulation
and 3.9× for the overall CheY protein simulation. This
task is where we focus our acceleration effort.

The algorithm for nonbonded force calculation is
given in Figure 11. In the figure,position and
force represent arrays in memory that hold the po-
sition of and force acting upon each atomi. The list
of neighbors j of atom i is precomputed using the
Verlet neighbor list technique [28].CALC NBF repre-
sents evaluating the equations for shifted force Lennard-
Jones and Coulomb interactions.~r i j is the distance vec-
tor between atomsi and j. rC is the cutoff distance:
if two atoms are farther apart thanrC, it is assumed
that they do not interact. Though not shown in the
figure, potential energy is also calculated at this time.
The shifted force equations used to calculated Lennard-
Jones force and potential energy (~f LJ

i j andULJ
i j , respec-

tively) and electrostatic force and potential energy (~f E
i j

andUE
i j , respectively) between two atoms are given in

Equations 1 through 4, whereqi represents the charge
on atomi andAi j , Bi j , Ci j , andDi j are constants whose
values depend upon the types of atomsi and j.

~f LJ
i j =

(
6

r2
i j

(
2Ai j

r12
i j

−
Bi j

r6
i j

)
+

Di j

r i j

)
~r i j (1)

ULJ
i j =

Ai j

r12
i j

−
Bi j

r6
i j

+Ci j −Di j r i j (2)

~f E
i j =

qiq j

r i j

(
1

r2
i j

− 1

r2
C

)
~r i j (3)

UE
i j =

qiq j

r i j rC

(
rC− r i j

)2 (4)

The basic idea for the hardware implementation
of the nonbonded force calculation is to, at each time



step, transfer the current atomic positions and the neigh-
bor list to the FPGA’s external memory. A pipeline
that takes advantage of instruction-level parallelism is
implemented with pipelined single precision floating
point cores to execute the algorithm in Figure 11. This
pipeline is replicated to achieve parallelism. Once all
of the forces have been calculated, they are transferred
back to the microprocessor and the rest of the tasks are
executed in software. In practice, several factors limit
the performance of the hardware implementation.

foreachatomi do1

~r i ← position[ i]2

~fi ← force[ i]3

foreachneighborj of i do4

~r j ← position[ j]5

if
∣∣~r i−~r j

∣∣< rc then6

~fi j ← CALC NBF(~r i ,~r j )7

~fi ← ~fi +~fi j8

~f j ← force[ j]9

force[ j] ← ~f j −~fi j10

end11

end12

force[ i] ← ~fi13

end14

Figure 11. Algorithm for nonbonded
force calculation

With current FPGA technology, floating point
cores—even single-precision ones—require a large
amount of area. As can be seen from Equations 1
through 4, this implementation will require many float-
ing point operations in its pipeline. As a result, there
is not enough area to replicate the pipeline and achieve
parallelism that way; only one pipeline can be instan-
tiated. Even if there were enough area on the FPGA
to replicate multiple pipelines in parallel, transferring
data into the FPGA would then become a bottleneck
because, with currently available reconfigurable super-
computers, there is not enough bandwidth between the
FPGA and its external memory to provide data to sev-
eral pipelines in parallel.

Another difficulty arises from data dependencies
within the algorithm itself. For example, line 9 of the
algorithm requires a read from the force memory and
line 10 of the algorithm requires a write to the force
memory. On some reconfigurable supercomputers, the
memories are single-ported. This read/write conflict
will cause the pipeline to stall. A further penalty may be
incurred if time is required to switch the external mem-
ory between read mode and write mode.

There is an additional data hazard due to the
pipelining of the floating point cores. For nonbonded
force calculation, the pipelining leads to a data hazard.
Specifically, the subtraction and write back to memory
in line 10 may not have finished by the time the read in
line 9 tries to read that data. There is no way to forward
data within the floating point cores, so the only solution
is to stall the pipeline, which diminishes performance.

To combat these two data dependencies, we devel-
oped awrite-backdesign. In this design, only the inner
loop of the algorithm is pipelined. In line 10, rather than
writing to external memory, the updated force is written
to temporary internal storage. This eliminates the need
to read from and write to a single-ported memory in the
same cycle. Once the inner loop has completed, all of
the forces stored internally are written back to external
memory. Because a neighborj can only appear in atom
i’s neighbor list once, this removes the hazard due to
pipelining. Once the forces have been written to ex-
ternal memory, the next iteration of the outer loop can
begin. The drawback of this design is that the inner loop
pipeline must be drained for every iteration of the outer
loop. This limits the effectiveness of the pipelining.

Table 4. MAPstation performance results

Latency (s/step)
Simulation SW only SW + HW Speed-up

Palmitic Acid 1.28 0.66 2.0×
CheY Protein 0.74 0.39 1.9×

The write-back design was implemented on the
SRC MAPstation. Despite the factors limiting perfor-
mance, we were able to achieve an overall speedup of
about 2× for both the palmitic acid and the CheY pro-
tein simulations, as shown in Table 4. So, while our
MD program is less sophisticated than large simulation
packages such as GROMACS, we were able to target
our acceleration efforts and achieve a 2× speedup. The
code, as is, can be used to simulate large numbers of
atoms in a simplified simulation. Additional function-
ality can easily be added to the simulation program in
software and then, if necessary, accelerated with hard-
ware.

This application, like the traffic simulation, uses all
available memory bandwidth. Performance is limited
by the cost of the floating point operators, the require-
ment of 100MHz clock frequency, and the speed of the
communications. Improvement of these factors in fu-
ture reconfigurable supercomputers will translate into
better performance for the MD application.



6. Conclusions

Reconfigurable supercomputing offers the poten-
tial for acceleration well beyond Moore’s Law improve-
ments in microprocessors. However, the performance
benefit may not be apparent in scientific applications
as currently structured. The acceleration comes at the
cost of re-writing the application to devise appropriate
partitioning schemes between software and hardware
and synthesizing circuits for the hardware portion of the
partitioned application. As the case studies show, with
a complete re-factoring of the application to take ad-
vantage of the reconfigurable supercomputing architec-
tures, compute kernels show speedup of more than or-
der of magnitude. However, overall application speedup
depends on minimizing the amount of sequential code.
Improvements in reconfigurable supercomputing archi-
tectures must occur before application speedup over 2×
can be realized.
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