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Abstract—Hybrid spacecraft processing platforms that
combine radiation-hardened components with commercial-
grade COTS components have the potential to dramatically
improve performance while reducing overall project cost
and risk. However, the susceptibility of COTS components
to single-event upsets and other radiation effects can
diminish their benefits without adequate mitigation
techniques. As a major step towards a prototype system, a
management service has been investigated and developed to
improve the performance and reliability of a COTS-based,
processing platform for space under development at
Honeywell Inc. and the University of Florida for an
upcoming NASA New Millennium Program mission. The
emphasis of this paper is to present our design approach
then analyze and quantify the performance characteristics
of this management software and system through various
experiments with case studies using typical space imaging
kernels. In addition, several design constraints are
analyzed to determine the scalability of the system.
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1. INTRODUCTION

High-performance applications that form the basis of many
scientific missions (e.g. Space-based Radar (SBR) and
multi-spectral imaging) are creating orders of magnitude
more data than bandwidth-limited downlinks can support.
To remedy this problem, mission planners are demanding
additional onboard payload processing capabilities.
However, the challenge is to develop platforms that meet
these processing requirements in a cost-effective manner yet
can survive the harsh environment of space. The inclusion
of Commercial-Off-The-Shelf (COTS) technologies in
space systems is seen as a way to address future
performance needs within projected budgets. Riding the
wave of volume pricing in highly competitive markets,
commodity components outperform custom radiation-
hardened versions and typically do so at a greatly reduced
cost. Indeed, if the susceptibility of COTS components to
radiation effects can be addressed with adequate mitigation
techniques, such components can be used to achieve
inexpensive yet powerful mission platforms.

NASA’s New Millennium Program (NMP) office has
commissioned the development of a COTS-embedded
cluster for space missions [1]. Beyond performance

improvements, some of the many benefits that the new
Dependable Multiprocessor (DM) technology will provide
include: the ability to rapidly infuse future commercial
technology into the standard COTS payload; a standard
development and runtime environment familiar to scientific
application developers; and a robust management service to
overcome the Single-Event Upset (SEU) susceptibility of
COTS components, among other features. Using a
Software-Implemented Fault Tolerance or SIFT-based
mitigation technique within a commodity software
environment is a relatively novel way to address SEU
mitigation of COTS components and this research will help
to analyze the efficacy of this approach.

The remainder of this paper examines the performance of
the DM system’s management middleware and is divided as
follows. Section 2 provides a background of research
related with Sections 3 and 4 describing an overview of the
DM architecture and management software respectively.
The prototype system on which the DM concept is being
evaluated is described in Section 5, and Section 6 presents
experimental performance results of the DM agents and
scalability results based upon a validated simulation model.

2. RELATED RESEARCH

There have been several significant efforts to develop COTS
cluster platforms in space. The Australian scientific mission
satellite FedSat, launched in December 2002, sought to
improve COTS processing power by deploying powerful
Field-Programmable Gate Array (FPGA) co-processors [2].
FedSat’s payload consisted of a microprocessor, a
reprogrammable FPGA, a radiation-hardened, antifuse-
based FPGA to perform reconfiguration and configuration
scrubbing, and memory. A follow-on project supported by
NASA LARC, Reconfigurable Scalable Computing (RSC),
proposes a compute cluster for space composed entirely of
triple-redundant MicroBlaze softcore processors running
uC-Linux and hosted on Xilinx Virtex-4 FPGAs [3]. The
DM payload will also employ FPGAs to improve
performance using a combination of SIFT, internal FPGA
mechanisms, and periodic scrubbing to overcome faults.

The Remote Exploration Experimentation (REE) project
championed by NASA JPL sought to develop a scalable,
fault-tolerant, high-performance supercomputer for space
composed of COTS processors and networking components.
The REE system design deployed a middleware layer, the



Adaptive Reconfigurable Mobile Objects of Reliability
(ARMOR), between a commercial operating system and
applications which offered a customizable level of fault
tolerance based on reliability and efficiency requirements.
Within ARMOR, a centralized fault-tolerance manager
oversees the correct execution of applications through
remote agents which are deployed and removed with each
application execution [4]. The preliminary implementation
of this system was an important first step and showed
promise with testing performed via a fault-injection tool.
Unfortunately, system deployment was not achieved and
scalability analysis was not undertaken. In developing the
DM middleware, insight was gleaned from the REE system
and the DM design will address some of the perceived
shortcomings in terms of the potential scalability limitations
of the REE middleware.

Beyond space systems, much research has been conducted
to improve the fault tolerance of ground-based
computational clusters. Although ground-based systems do
not share the same strict power and environmental
constraints as space systems, improving the fault tolerance
and availability is nonetheless important as such systems
frequently execute critical applications with long execution
times. For example, the management system used in the
UCLA Fault-Tolerant Cluster Testbed (FTCT) project
performs scheduling, job deployment and failure recovery
based on a central management group composed of three
manager replicas [5]. While the central approach taken by
the FTCT design reduces system complexity, hot sparing
manager resources can strain limited system resources and
can become a bottleneck if not carefully designed. The
Comprehensive Approach to Reconfigurable Management
Architecture (CARMA), under development at the
University of Florida, aims to make executing FPGA-
accelerated jobs in an HPC environment as easy and reliable
as it currently is to execute jobs in traditional HPC
environments [6]. Elements of each of these services have
influenced the DM middleware design; in particular,
CARMA'’s ability to seamlessly integrate FPGA devices
into the job scheduling system partially formed the basis of
the DM scheduler.

3. DM SYSTEM OVERVIEW

The DM system provides a cost-effective, standard
processing platform with a seamless transition from ground-
based computational clusters to space systems. By
providing development and runtime environments familiar
to earth and space science application developers, project
development time, risk and cost can be substantially
reduced. The DM hardware architecture (see Figure 1)
follows the Honeywell Integrated Payload concept whereby
components can be incrementally added to a standard
system infrastructure inexpensively. The DM platform is
composed of a collection of COTS data processors
(augmented with runtime-reconfigurable COTS FPGAs)
interconnected by redundant COTS packet-switched
networks such as Ethernet or RapidlO. To guard against
unrecoverable component failures, COTS components are

deployed with redundancy, although the choice of whether
redundant components are cold or hot spares is mission-
specific. The scalable nature of non-blocking switches
provides distinct performance advantages over traditional
bus-based architectures and also allows network-level
redundancy to be added on a per-component basis.

Future versions of the DM system may be deployed with a
full complement of COTS components but, in order to
reduce project risk for the DM experiment, components that
provide critical control functionality will be radiation-
hardened. The DM is controlled by one or more System
Controllers, each a radiation-hardened single-board
computer, which monitors and maintains the health of the
system. Also, the system controller is responsible for
interacting with the main controller for the entire spacecraft.
Although system controllers are highly reliable components,
they can be deployed in a redundant fashion for highly
critical or long-term missions with cold or hot sparing. A
radiation-hardened Mass Data Store (MDS) with onboard
processing capabilities provides a common interface for
sensors, downlink systems and other “peripherals” to attach
to the DM system. Also, the MDS provides a globally
accessible and secure location for storing checkpoints, 1/0
and other system data. This highly reliable component will
likely have an adequate level of reliability for most missions
and therefore need not be replicated. However, redundant
spares or a fully distributed memory approach may be
required for some missions. Also, early results suggest that
a monolithic and centralized MDS may limit the scalability
of certain applications and these initial results are presented
in Section 6.

4. DM MIDDLEWARE DESIGN

The DM middleware has been designed with the resource-
limited environment typical of embedded space systems in
mind. Yet the middleware has also been designed to
achieve a scalability of up to hundreds of data processors.
A top-level overview of the DM software architecture is
illustrated in Figure 2. To achieve a standard runtime
environment of which science application designers are
accustomed, a commodity operating system such as a Linux
variant will form the basis for the software platform on each
system node including the control processor. Providing a
COTS runtime system will allow space scientists to develop
their applications on inexpensive ground-based clusters and
transfer their applications to the flight system with minimal
effort. Such an easy path to flight application deployment
will reduce project costs and development time, ultimately
leading to more science missions deployed over a given
period of time.

4.1. Reliable Messaging Middleware

The Reliable Messaging Middleware provides a standard
interface for communicating between all software
components, including user application code, over the
underlying packet-switched network. = The messaging
middleware must provide guaranteed and in-order delivery
of all messages on either of primary and secondary networks
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Figure 1. Dependable Multiprocessor Architecture

in a scalable manner. Inter-processor communication
includes numerous critical traffic types such as checkpoint
information, error notifications, job and fault management
control information, and application messages, and thus
maintaining reliable and timely delivery of information is
essential. To reduce development time, a commercial tool
with cross-platform support from GoAhead, Inc., called
SelfReliant (SR), serves as the reliable messaging
middleware for the prototype system.

4.2. Fault-Tolerance Manager and Agents

Two centralized agents execute on the hardened system
controller to manage the DM cluster. The Fault Tolerance
Manager (FTM) is the central fault recovery function for the
DM system. The FTM collects liveliness and failure
notifications from distributed software agents and the
reliable messaging middleware in order to maintain a table
representing an updated view of the system. The distributed
nature of the agents ensures the central FTM does not
become a monitoring bottleneck, especially since the FTM
and other central DM software core components execute
simultaneously on a relatively slow radiation-hardened
processor. Numerous mechanisms are in place to ensure the
integrity of remote agents running on SEU-susceptible data
processors. Update messages from the reliable middleware
are serviced by dedicated threads of execution within the
FTM on an interrupt basis to ensure such updates occur in a
timely fashion. If an object’s health state transitions to
failed, diagnostic and recovery actions are triggered within
the FTM per a set of user-defined recovery policies. To
address failed system services, the FTM may be configured
to take recovery actions including performing a diagnostic
to identify the reason for the failure and then directly
addressing the fault by restarting the service from a
checkpoint or from fresh among other options.

4.3. Job Manager and Agents

The primary functions of the DM Job Manager (JM) are
application scheduling, resource allocation, dispatching
processes, and directing application recovery based on user-
defined policies. The JM employs an opportunistic load
balancing scheduler, with gang scheduling for parallel jobs,
which receives frequent system status updates from the
FTM in order to maximize system availability. In addition,
the scheduler optimizes the use of heterogeneous resources
such as FPGA accelerators with strategies borrowed from

the CARMA runtime job management service [6]. Jobs are
described using a Directed Acyclic Graph (DAG) and are
registered and tracked in the system by the JM via tables
detailing the state of all jobs be they pending, currently
executing, or suspected as failed and under recovery. These
various job buffers are frequently checkpointed to the MDS
to enable seamless recovery of the JM and all outstanding
jobs. The JM heartbeats to the FTM via the reliable
middleware to ensure system integrity and, if an
unrecoverable failure on the control processor occurs, the
backup controller is booted and the new JM loads the
checkpointed tables and continues job scheduling from the
last checkpoint. A more detailed explanation of the
checkpoint mechanisms is provided in Section 4.4.
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Figure 2. DM Middleware Architecture

Much like the FTM, the centralized JM employs distributed
software agents to gather application liveliness information.
The JM also relies upon the agents to fork the execution of
jobs including forwarding information required by
applications at runtime such as the job’s identification
number which is used to uniquely identify checkpoint files
system wide. The distributed nature of the Job Management
Agents (JMAs) ensures that the central JM does not become
a bottleneck, especially since the JM and other central DM
software core components execute simultaneously on a
relatively slow radiation-hardened processor. Numerous
mechanisms are in place to ensure the integrity of the JMAs
executing on SEU-susceptible data processors.

In the event of an application failure, the JM refers to a set
of user-defined policies to direct the recovery process. In
the event one or more processes fail in a parallel application
(i.e. one spanning multiple data processors) then special



recovery actions are taken. Several recovery options exist
for parallel jobs, previously defined in related research from
UT-Knoxville [7] including a mode in which the application
is removed from the system, a mode where the application
continues with an operational processor assuming the extra
workload, a mode in which the JM either migrates failed
processes to healthy processors or instructs the FTM to
recover the faulty components in order to reconstruct the
system with the required number of nodes, and a mode
where the remaining processes continue by evenly dividing
the remaining workload amongst themselves. As
mentioned, the ability of a job to recover in any of these
modes is dictated by the underlying application.

4.4. MDS Server and Mission Manager

As previously described, the MDS provides a common
location at which to store checkpoint files and application
data. The MDS Server and Mission Manager (MM) are the
two DM agents that execute on the MDS to manage system
data among other duties. The MDS Server services data
requests from agents and applications made via a basic set
of file access functions (e.g. read, write, delete). The DM
API functions provide a high degree of user transparency
and more information is provided in Section 4.5.

The DM Mission Manager also executes on the radiation-
hardened MDS and provides an abstract view into the DM
system to ease future mission development. Mission
developers define the collection of applications they wish
the DM system to execute through a select list of features
such as prioritization, real-time deadlines, replication
requirements, etc. Through this interface, the control
features implemented by the DM system can be tailored for
any specific mission without lengthy custom development.
The MM executes on the MDS because the arrival of data
be it from sensors or checkpoints from a replicated job
arrive first in the MDS. However, the MM could be moved
to the system controller if necessary due to limited
processing power on the MDS. The MM also directs
system-wide fault recovery schemes in order to ensure the
overall mission requirements are met at all times.

4.5. Application Programming Interface Libraries

Libraries with standard API calls have been developed for
all DM features with which user applications interact,
including the reliable messaging middleware. Such libraries
abstract the user’s application from the DM middleware
easing the burden of application development. Similarly, a
modular approach has been taken to decouple the remainder
of the DM middleware from the messaging middleware and
operating system to ease future upgradeability. Three
specific libraries, shown in Figure 2, have been developed
including the Application Services Library (ASL) for
heartbeating and other utility features, the FPGA
Coprocessor Library (FCL) for FPGA acceleration [8], and
the Fault-Tolerant Embedded Message-Passing Interface
(FEMPI) library for parallel applications. Additional
information regarding these libraries is beyond the scope of
this paper.

5. EXPERIMENTAL SETUP

For the current phase of the DM project, a prototype system
designed to mirror when possible and emulate when
necessary the features of a typical satellite system has been
developed. As shown in Figure 3, the prototype hardware
consists of a collection of single-board computers executing
Linux (Monta Vista), some augmented with FPGA
coprocessors, a reset controller and power supply for power-
off resets, redundant Ethernet switches, and a development
workstation acting as the satellite controller and ground-
based control station. Six COTS SBCs are used to mirror
the specified data processor boards to be used in the flight
experiment and also to emulate the functionality of the
radiation-hardened ~ components  which are  under
development. The SBC is comprised of a 650MHz IBM
750fx PowerPC, 128MB of high-speed DDR SDRAM, dual
Gigabit Ethernet interfaces, dual PCI mezzanine card slots,
and 512MB of flash memory. A number of data processors
are equipped with an Alpha Data ADM-XRC-II FPGA
cards while the flight system FPGA is uncertain at this time.
The MDS memory in the system is currently implemented
as a 40GB PMC hard drive, while the flight system will
likely include a solid-state storage device.

Beyond primary system controller functionality, a single
Orion SBC is used to emulate both the backup controller
and the MDS. This dual-purpose setup is used due to the
rarity of a system controller failure (projected to be a yearly
or less frequent event) and budget restrictions but the
process of failover to the backup system controller has been
well tested with a dedicated backup system controller (i.e.
using only three data processors). The SBCs are mounted in
a Compact PCI chassis for the sole purpose of powering the
boards (i.e. the bus is not used for communication of any
type). The SBCs are hot swappable and successful DM
system fault tests have been conducted that include
removing an SBC from chassis while the system is
executing. The SBCs are interconnected with two COTS
Ethernet switches and Ethernet is used for all system
communication. A Linux workstation emulates the
Spacecraft Command and Control Processor which
emulates ground communication which is outside the scope
of the DM experiment.
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Figure 3. Testbed Configuration












